f ‘) How Verifier Imperfection Affects Test-Time Scaling

, ROC-n-Reroll
¥ N-Rero h’

Florian E. Dorner12 Yatong ChenZ Andre F. Cruz2 Fanny Yang

1 ETH Zurich 2 Max Planck Institute for Intelligent Systems, Tubingen
Correspondence: florian.dorner@tuebingen.mpg.de

eTest-time scaling: Spend additional resources during inference to improve LLM performance

eSimple approach: Sample multiple answers, select correct ones

eSelection requires a verifier — but real verifiers are imperfect proxies for correctness

e We characterise how verifier quality shapes test-time scaling
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Key Quantities

e Ground truth score y(x) € {0,1} » Generative accuracy ACC(g) = P, _ [v(x)]

e Proxy score f(x)

« TPRIFPR: P,_ [f(x) > 7|y = 0/1]

e |nitial accuracy & = ACC(gbase)

e ROC curve TPR(FPR): Plot TPR against FPR

How does Test-Time Accuracy Acc(g,c)/Acc(gy, ) scale with #samples?

Scaling Laws

 Knowing the ROC curve, we can calculate Best-of-N and Rejection Sampling accuracy!
nTPR'(0)

o Infinite sample limit: For #samples — oo, Acc(g,<) and Acc(gp,,) both converge to .
nTPR'0)+1 -7

e The same goes for the optimal RL policy as KL penalty f — 0.

« Concave ROC = monotonous scaling: Whenever the ROC curve is concave, both Acc(gy.) and Acc(gp, ) increase in #samples

Key Takeaways

o Verifier quality as key bottleneck: Acc(g,) and Acc(gp, ) usually < 1.

o Extrapolation is hard: For known accuracy for #samples < S, there are ¢—

consistent ROC curves with arbitrary accuracy as #samples — 0

e Rejection Sampling beats Best-of-N: For any number of (expected) samples,

Acc(grq)>Acc(gp, ) under mild assumptions. But Best-of-N is more practical

Empirical Results

Accuracy (lines) of RS (middle) and BoN (right) for Qwen3-1.7B on
GSMS8K item 58, vs predicted performance (markers).

Aggregate Accuracy of RS (lines) and BoN (markers) for
Qwen3-1.7B on MATH500 (left) and GSMS8K (right)
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Rejection Sampling is more efficient!

False Positive Rate Number of Samples Number of Samples

Average Number Samples
Performance extrapolation is hard!
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